Assignment 5: Biology, Neuroscience, Psychology, and connections to AI/ML Systems, Lifecycle, and Security
Course: CYB-4203/6203 - Secure and Trustworthy AI
Assigned: Thursday, February 26, 2026
Due: Thursday, March 5, 2026, 11:59 PM
Submission: Via Blackboard/Harvey
Points: 10 (Contributes to Weekly Assignments - 30% of final grade)
Purpose
Presentation 9 explored the deep connections between biological intelligence, neuroscience, psychology, and artificial intelligence, and examined how modern AI/ML systems differ fundamentally from traditional software. This assignment asks you to select a topic from that session and analyze it in depth: what it is, how it relates to biology/neuroscience/psychology and AI, how it fits into the AI/ML system lifecycle, and what security implications it raises.
Your topic choice carries forward into Assignment 6 and the Midterm Project, so choose something that genuinely interests you.
Learning Objectives
By completing this assignment, you will:
Investigate a specific AI/ML topic in depth using authoritative sources
Articulate connections between biological/neurological/psychological mechanisms and AI system design (or between AI/ML systems and geopolitical/competitive dynamics)
Apply the traditional software vs. AI/ML comparison framework to a concrete topic
Map a topic onto the AI/ML system lifecycle and identify relevant security implications
Communicate technical and analytical findings clearly in writing
Submission Requirements
Format: PDF or Word document
Length: ~4-6 pages total (executive summary ~1 page, remaining sections ~1 page each)
References: Include 3-5 authoritative sources with working hyperlinks
AI Use Declaration: Required (see below)
File Naming: `firstname-lastname-assignment-05.[md|pdf|docx]`

Grading Criteria Overview
	Component
	Points
	Key Elements

	**Executive Summary**
	3
	Clear description, bio/psych or policy context, AI connections, sources, math/formal frameworks where applicable

	**Traditional Software Comparison**
	2
	Thoughtful application of the Presentation 9 comparison framework

	**Pipeline/Lifecycle Analysis**
	2
	Accurate mapping to the 4-stage model, insight about fit/gaps

	**Security Implications**
	2
	Identification of attack surfaces or systemic risks, connection to bio analogs or ecosystem dynamics

	**Communication & AI Use**
	1
	Clear writing, organization, honest AI use declaration

	**Total**
	**10**
	



AI Use Declaration guidance: Include a statement about any AI tools that you used on purpose, and carefully consider how artificial intelligence technologies may have impacted your work invisibly or by accident.
Example AI Use Declarations:
> "I used [AI tool A] for [specific use]. I used [AI tool B] for [specific use]. All ideas and content are my own, and I take full responsibility for this submission."
> "I used Google to perform web searches to find information about [topic]. Google Search heavily integrates AI, using advanced, layered systems like Gemini and RankBrain to understand, rank, and summarize content."
(See Detailed Grading Criteria below for additional info)



Instructions
Step 1: Choose ONE Topic
Choose one topic from either Cluster A or Cluster B below. You will use this same topic for Assignment 6 and the Midterm Project, so choose something that genuinely interests you.
Cluster A — Technical: Bio/Neuro/Psych and AI/ML
Topics where biological, neurological, or psychological mechanisms have directly influenced (or been influenced by) AI/ML system design:
Attention & the Transformer Architecture — the original "Attention Is All You Need" paper; tokens, embeddings, QKV, multi-headed attention, softmax, stacking layers; connections to cognitive attention
Emergence & Swarm Intelligence — BOIDS (cohesion, separation, alignment), Craig Reynolds' work; complex behavior from simple rules; emergence at scale in neural networks
Default Mode Network & Incubation — the brain's resting-state processing, creative incubation, and analogs in AI reflection/reasoning
Experience Replay & Deep Q-Networks — DeepMind's DQN, hippocampal replay in neuroscience, re-sampling past experiences during training
Reinforcement Learning — dopamine-driven reward loops in biology, policy gradients, exploration vs. exploitation
Complementary Learning Systems — fast learning (hippocampus) + slow integration (neocortex); dual-system AI architectures
Continual Learning & Catastrophic Forgetting — biological solutions (synaptic consolidation, sleep-based replay) and AI approaches (elastic weight consolidation, progressive networks, rehearsal)
Model Rot & Concept Drift — performance degradation as real-world conditions shift; connections to biological memory decay, the "backwards brain bicycle"
Other Bio/Neuro/Psych and AI Feedback Loop — any example where mechanisms (not just metaphors) from one field have influenced the other: neurons to perceptron, visual cortex to CNNs, in silico neuroscience, etc. (must be approved by instructor if not from the list above)
Cluster B — Conceptual: Policy, Strategy, & Competitive Dynamics in AI
Topics where AI/ML intersects with geopolitics, competitive dynamics, or systemic risk:
The U.S. Department of Defense & Anthropic — the Defense Production Act controversy, compelled military use of AI, implications for the AI industry
AlphaGo & Geopolitical Mobilization — self-play, superhuman Go, and China's national AI mobilization in response
Model Distillation as IP Theft — Anthropic's February 2026 report on industrial-scale extraction by DeepSeek, Moonshot/Kimi K2, MiniMax; capabilities transfer without safety guardrails
The Moloch Problem & Competitive AI Dynamics — game-theoretic pressures driving collectively harmful AI development; prisoner's dilemma applied to the AI race
"A Brief History of Intelligence" — Max Bennett — five evolutionary breakthroughs in biological intelligence (steering, reinforcement learning, simulation, mentalizing, symbolic language) and their AI analogs

Step 2: Executive Summary (1-2 pages)
If you chose a Cluster A topic:
Describe your topic from a bio/neuro/psych perspective and explain how it connects to AI/ML system design. Cover what the biological, neurological, or psychological mechanism is, how it was adapted into AI, and where it is applied today. Include and explain related mathematics (e.g., formulas, equations, formal notation) at a level appropriate to the topic.
If you chose a Cluster B topic:
Describe the event, concept, or dynamic and its AI/ML context. Identify the key stakeholders, systems, and technologies involved. Where applicable, include related formal frameworks (e.g., game theory payoff matrices, policy analysis models, evolutionary fitness functions).
Both clusters: Include 3-5 authoritative references with working hyperlinks (research papers, technical documentation, case studies, investigative journalism, policy reports). Resources from Presentation 9 are excellent starting points.

Step 3: Comparison with Traditional Software (~1 page)
If you chose a Cluster A topic:
Compare and contrast your topic with traditional software. Drawing from the Presentation 9 comparison framework, address: design philosophy (encoded decisions vs. approximated functions), development process, failure modes & debugging, testing & verification, and advantages & use cases. Not all dimensions will apply equally — focus on those most relevant to your topic.
If you chose a Cluster B topic:
Identify the AI/ML system(s) or technologies central to your topic (e.g., for the distillation report: the frontier LLMs being extracted from; for AlphaGo: the deep reinforcement learning system). For those systems, compare and contrast with traditional software using the Presentation 9 framework. Discuss how the traditional-software-vs-AI/ML distinction is relevant to the dynamics or controversy you are analyzing.

Step 4: AI/ML Lifecycle & Pipeline Analysis (~1 page)
The four-stage AI/ML lifecycle from Presentation 9:
Data Collection & Preparation — training datasets, feature engineering, data versioning
Model Training & Evaluation — architecture selection, compute, hyperparameter tuning, model weights
Deployment & Integration — inference, model optimization, deployment targets (cloud, edge, embedded)
Monitoring & Maintenance — data drift, concept drift, retraining, performance tracking
If you chose a Cluster A topic:
Map your topic onto these four stages. Which stages are most relevant? Are there aspects of your topic that don't fit this model? What does your topic reveal about the lifecycle that might not be obvious from the general framework?
If you chose a Cluster B topic:
For the AI/ML systems central to your topic, identify which pipeline stages are most relevant to the risks, controversies, or dynamics you are analyzing. Where in the pipeline do the key events or vulnerabilities occur? (E.g., distillation attacks target the inference/deployment layer; competitive dynamics affect training investment decisions.)

Step 5: Security Implications (~1 page)
If you chose a Cluster A topic:
Discuss security implications related to your topic, drawing on the bio/neuro/psych parallels from Presentation 9 (e.g., prompt injection as analogous to deception and lying, data poisoning as analogous to misinformation and belief formation, AI's black box problem as analogous to neuroscience's challenge understanding biological brains). What attack surfaces does your topic introduce or illuminate? How do biological analogs help us think about defense?
If you chose a Cluster B topic:
Discuss the security implications of your topic — including geopolitical, competitive, or systemic risks. What vulnerabilities does your topic reveal in the AI/ML ecosystem? What are the implications for trust, safety, or the broader AI development landscape?
Both clusters: This section sets up Assignment 6, where you will analyze specific attack vectors related to your chosen topic.

Detailed Grading Criteria
Executive Summary (3 points):
Topic Description: Clear, accurate description of the topic and its significance
Bio/Psych or Policy Context: Well-articulated connection between the bio/neuro/psych mechanism and AI (Cluster A) or between AI/ML systems and the event/dynamic being analyzed (Cluster B)
Mathematics / Formal Frameworks: Appropriate use of mathematical notation, equations, or formal models where applicable to the topic
Sources: 3-5 credible, authoritative references with working hyperlinks
Traditional Software Comparison (2 points):
Thoughtful application of the Presentation 9 comparison framework (design philosophy, development process, failure modes, testing, use cases)
Focus on dimensions most relevant to the chosen topic
Demonstrates understanding of the fundamental paradigm distinction (encoded decisions vs. approximated functions)
Pipeline/Lifecycle Analysis (2 points):
Accurate mapping of the topic to the four-stage AI/ML lifecycle
Insight about which stages are most relevant and why
Identification of aspects that fit or don't fit the model
Security Implications (2 points):
Identification of attack surfaces or systemic risks related to the topic
For Cluster A: meaningful use of bio/neuro/psych parallels to illuminate security considerations
For Cluster B: analysis of geopolitical, competitive, or ecosystem-level vulnerabilities
Connection to upcoming Assignment 6 attack vector analysis
Communication & AI Use (1 point):
Clear, professional writing with logical organization
Honest, specific AI use declaration
Total: 10 points

Resources
The resources below are compiled from Presentation 9 materials and class discussion. They provide starting points for research — you are expected to find additional sources.
1. Attention & the Transformer Architecture
[Attention Is All You Need (Vaswani et al., 2017)](https://arxiv.org/abs/1706.03762) — the original Transformer paper
[3Blue1Brown: Transformers, the tech behind LLMs](https://www.youtube.com/playlist?list=PLZHQObOWTQDNU6R1_67000Dx_ZCJB-3pi) — Neural Networks Playlist, Chapters 5-6
2. Emergence & Swarm Intelligence
[Craig Reynolds' Boids page](https://www.red3d.com/cwr/boids/) — original work on simulated flocking behavior
[Boids - The Emergence of Flocks](https://www.youtube.com/watch?v=pXQCasmBhY4) — Sergio Abreu Garcia video demonstration
[Coding Adventure: Boids](https://www.youtube.com/watch?v=bqtqltqcQhw) — Sebastian Lague implementation
3. Default Mode Network & Incubation
[Default Mode Network — Wikipedia](https://en.wikipedia.org/wiki/Default_mode_network)
[Incubation (psychology) — Wikipedia](https://en.wikipedia.org/wiki/Incubation_(psychology))
4. Experience Replay & Deep Q-Networks
[Playing Atari with Deep Reinforcement Learning (Mnih et al., 2013)](https://arxiv.org/abs/1312.5602) — original DQN paper
[Google DeepMind: Deep Reinforcement Learning blog post](https://deepmind.google/discover/blog/deep-reinforcement-learning/)
[The Power of Self-Learning Systems 2019](https://www.youtube.com/watch?v=3N9phq_yZP0) — Demis Hassabis lecture with slide deck at MIT
5. Reinforcement Learning
[Reinforcement Learning — Wikipedia](https://en.wikipedia.org/wiki/Reinforcement_learning)
[Google DeepMind: Deep Reinforcement Learning blog post](https://deepmind.google/discover/blog/deep-reinforcement-learning/)
6. Complementary Learning Systems
[Complementary Learning Systems (O'Reilly, Bhattacharyya, Howard, Ketz)](https://pubmed.ncbi.nlm.nih.gov/22141588/) — foundational paper on dual-system learning
7. Continual Learning & Catastrophic Forgetting
[Continual Learning and Catastrophic Forgetting (van de Ven, Soures, Kudithipudi)](https://arxiv.org/abs/2403.05175) — survey paper
[Paul Hand (Northeastern University) — Continual Learning video](https://www.youtube.com/watch?v=vjaq03IYgSk)
8. Model Rot & Concept Drift
[Concept Drift and Model Decay in Machine Learning](https://towardsdatascience.com/concept-drift-and-model-decay-in-machine-learning-a98a809ea8d4/) — Towards Data Science overview
9. Other Bio/Neuro/Psych and AI Feedback Loop
[Neurons to Perceptron — Wikipedia: Perceptron](https://en.wikipedia.org/wiki/Perceptron)
[Hubel & Wiesel visual cortex experiments -> Convolutional Neural Networks](https://medium.com/@adityajilla126/cnn-vs-visual-cortex-the-cat-experiment-that-changed-ai-forever-5c61da74aa31) - Medium article, may need to create free account, other resources exist
[Deep Neural Networks as Scientific Models](https://www.cell.com/trends/cognitive-sciences/fulltext/S1364-6613(19)30034-8)
[Transformer attention generates new hypotheses about neuron-astrocyte network processing in the brain](https://pmc.ncbi.nlm.nih.gov/articles/PMC10450673/)
10. The U.S. Department of Defense & Anthropic
Resources forthcoming — search for recent reporting on the Defense Production Act and AI companies
11. AlphaGo & Geopolitical Mobilization
[AlphaGo documentary](https://www.youtube.com/watch?v=WXuK6gekU1Y)
[AlphaGo and Beyond: The Chinese Military Looks to Future "Intelligentized" Warfare](https://www.lawfaremedia.org/article/alphago-and-beyond-chinese-military-looks-future-intelligentized-warfare) — Lawfare
12. Model Distillation as IP Theft
[Anthropic distillation report (February 2026) - Detecting and preventing distillation attacks](https://www.anthropic.com/news/detecting-and-preventing-distillation-attacks)
13. The Moloch Problem & Competitive AI Dynamics
[Meditations on Moloch (Scott Alexander, 2014)](https://www.lesswrong.com/posts/TxcRbCYHaeL59aY7E/meditations-on-moloch) — foundational LessWrong post. CAUTION!!! - SKIP THE ALLEN GINSBERG POEM AT THE BEGINNING IF YOU ARE OFFENDED BY EXPLICIT CONTENT
[AI, Moloch, and the Race to the Bottom (Ken Mogi, 2023)](https://iai.tv/articles/ai-moloch-and-the-race-to-the-bottom-auid-2509) — Institute of Art and Ideas - NOTE: REQUIRES FREE TRIAL TO READ
14. "A Brief History of Intelligence" — Max Bennett
[Online slow-flip version](https://online.fliphtml5.com/fzqli/onwl/#p=1)
[Spotify audiobook](https://open.spotify.com/show/2A4HG2HyylCLgZoIgeezs8) - NOTE: REQUIRES SPOTIFY SUBSCRIPTION
[Medium article: Book review](https://medium.com/@adnanmasood/the-five-breakthroughs-of-intelligence-an-book-review-of-max-bennetts-a-brief-history-of-91db89f9f3c4) - NOTE: REQUIRES FREE TRIAL TO READ
Course Textbook
[Hendrycks — Introduction to AI Safety, Ethics, and Society](https://www.aisafetybook.com/textbook/preface)

Questions? Contact me at dallas-elleman@utulsa.edu or visit office hours (by appointment).

Assignment Creation AI Use Disclaimer
This assignment was drafted using Claude Opus 4.6 and Claude Code. All content was reviewed, verified, and approved by Dallas Elleman, who takes full responsibility for its publication.
