Assignment 2: AI Risk and Incident Case Study Analysis
Course: CYB-4203/6203 - Secure and Trustworthy AI
Assigned: Wednesday, January 28, 2026
Due: Thursday, February 05, 2026, 12:29 PM
Submission: Via Blackboard/Harvey
Points: 10 (Contributes to Weekly Assignments - 30% of final grade)

Purpose
AI systems are increasingly deployed in high-stakes domains—healthcare, criminal justice, transportation, finance—where failures can have profound consequences. Understanding documented AI incidents and risks is essential for building trustworthy systems and anticipating ethical challenges before they occur.
This assignment bridges theory and practice by having you analyze a real-world AI risk or incident through multiple ethical frameworks. You'll develop skills in incident analysis, root cause investigation, and ethical reasoning—capabilities critical for responsible AI development and deployment.

Learning Objectives
By completing this assignment, you will:
Analyze real-world AI incidents using systematic investigation methods
Apply virtue ethics, utilitarianism, and deontology to evaluate AI system impacts
Synthesize technical root causes with societal consequences
Communicate complex ethical trade-offs clearly and concisely

Instructions
Step 1: Select a Case Study
Choose one AI risk or incident from any of these databases:
[MIT AI Risk Repository](https://airisk.mit.edu/): 1,700+ AI risks from 74 frameworks
[AI Incident Database (AIID)](https://incidentdatabase.ai/): 1,000+ documented AI incidents
[AIAAIC Repository](https://www.aiaaic.org/aiaaic-repository): Independent collection of AI incidents and controversies
Selection Criteria:
Must have sufficient documentation for analysis (multiple sources available)
Should involve clear ethical considerations
Avoid cases extensively discussed in class (COMPAS, facial recognition, autonomous vehicles, LLM hallucinations)
Step 2: Write Executive Report (1 page)
Prepare a concise executive report covering:
Incident/Risk Summary (1-2 paragraphs)
· What happened or what risk was identified?
· When and where did it occur?
· What AI system or technology was involved?
Root Causes (1 paragraph)
· Technical factors (e.g., training data issues, model architecture, deployment decisions)
· Organizational factors (e.g., inadequate testing, misaligned incentives)
· Societal factors (e.g., regulatory gaps, competitive pressures)
Real-World Impacts (1 paragraph)
· Direct harms (individuals affected, scale of impact)
· Systemic effects (trust, policy changes, industry practices)
· Ongoing consequences
Responses (1 paragraph)
· Actions taken by responsible parties
· Regulatory or legal responses
· Industry-wide changes (if any)
Primary Sources
· Include 3-5 authoritative references with working hyperlinks
· Acceptable sources: research papers, government reports, investigative journalism, official statements
· Avoid Wikipedia as a primary source (use it to find primary sources)
Step 3: Ethical Framework Analysis (3 sections, ~2 paragraphs each)
Analyze your case from each ethical framework perspective:
Virtue Ethics Analysis:
What virtues (wisdom, justice, compassion) were absent or compromised?
What kind of person or organization would deploy/allow this system?
Does this incident reflect or undermine human flourishing?
How should virtuous actors respond?
Utilitarian Analysis:
What were the measurable harms and benefits?
Could the consequences have been predicted?
Does maximizing overall welfare justify the outcomes?
What utilitarian calculus should guide future decisions?
Deontological Analysis:
Were moral duties or rights violated (dignity, autonomy, fairness)?
Did the system treat people as means rather than ends?
Are there inviolable constraints this case reveals?
What universal principles should govern similar AI systems?
Note: Each framework may reach different conclusions—that's expected. Articulate each perspective faithfully, even if you personally disagree.

Submission Requirements
Format: PDF or Word document
Length:
· Executive Report: 1 page (single-spaced acceptable)
· Ethical Analysis: 3 sections of ~2 paragraphs each (approximately 2-3 pages total)
· Total length: 3-4 pages
References: Include working hyperlinks to all primary sources
AI Use Declaration: Include a statement about any AI tools used (see below)
File Naming: `firstname-lastname-assignment-02.docx, .md, .pdf`


Example AI Use Declaration:
> "I used Claude 4.5 Sonnet to help brainstorm ethical framework arguments and to check my writing for clarity. I used ChatGPT to find additional sources on [incident name]. All analysis, arguments, and conclusions are my own work, and I take full responsibility for this submission."

Grading Criteria
This assignment will be graded on:
Executive Report (4 points):
Incident Summary: Clear, accurate description of the risk/incident
Root Causes: Insightful analysis of technical, organizational, and societal factors
Real-World Impacts: Comprehensive assessment of direct and systemic effects
Responses & Sources: Documented responses with 3-5 credible primary sources
Ethical Framework Analysis (4 points):
Virtue Ethics: Thoughtful application of virtue ethics concepts (flourishing, character, wisdom)
Utilitarianism: Clear consequentialist analysis with consideration of measurable harms/benefits
Deontology: Strong understanding of duties, rights, and moral rules
Framework Fidelity: Each framework applied authentically (not all reaching the same conclusion)
Communication & Professionalism (2 points):
Clarity & Organization: Well-structured, logical flow, professional writing
AI Use Declaration: Honest, specific statement about AI tool usage
Total: 10 points

Resources
Ethical Framework References:
Week 2 Day 1 lecture slides (Slides 18-22)
Course textbook: Hendrycks, Chapter 6 (if applicable to your case)
Stanford Encyclopedia of Philosophy: [Virtue Ethics](https://plato.stanford.edu/entries/ethics-virtue/), [Consequentialism](https://plato.stanford.edu/entries/consequentialism/), [Deontological Ethics](https://plato.stanford.edu/entries/ethics-deontological/)

Questions? Contact me at dallas-elleman@utulsa.edu or visit office hours (by appointment).

AI Use Disclaimer
This assignment was drafted using Claude 4.5 Sonnet and Claude Code. All content was reviewed and approved by Dallas Elleman, who takes full responsibility for its publication.
